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TITLE: Adrenal/Brain Tissue RNA-Seq Analysis Exercise 
COURSE: MED263, “Bioinformatics Applications to Human Disease” 
INSTRUCTOR: Jason A. Young 
 
1) Introduction 
 
Today you will be introduced to standard methods for RNA-seq data analysis using the popular web-
based genomic analysis platform Galaxy (http://galaxyproject.org). For this exercise, you will be using 
four small sample datasets from the Illumina BodyMap2.0 project 
(http://www.ensembl.info/blog/2011/05/24/human-bodymap-2-0-data-from-illumina/); specifically, the 
datasets are paired-end 50bp reads from adrenal and brain tissues. The sampled reads map mostly 
to a 500Kb region of chromosome 19, positions 3-3.5 million (chr19:3000000:3500000). 
 
You must answer each of the questions in Section 7 (“Summary of questions to be answered”) in 
order to complete this practical.  Whatever you don’t finish in class will constitute your homework 
assignment. 
 
2) Setup a Galaxy Account and/or Login 
 
If you do not already have a Galaxy account, navigate to Galaxy’s homepage 
(https://main.g2.bx.psu.edu) and register an account. To do so, select Register > User in the top 
menu bar. 
 
3) Data acquisition 
 
To retrieve the data sets that will be used in this analysis, navigate to the following URLs save the 
files to your desktop.  
 
FASTQ Files 
Forward RNA-seq reads from BodyMap 2.0 project, adrenal tissue 
http://hyphy.org/w/index.php/File:Adrenal_1.txt 
 
Reverse RNA-seq reads from BodyMap 2.0 project, adrenal tissue 
http://hyphy.org/w/index.php/File:Adrenal_2.txt 
 
Forward RNA-seq reads from BodyMap 2.0 project, brain tissue 
http://hyphy.org/w/index.php/File:Brain_1.txt 
 
Reverse RNA-seq reads from BodyMap 2.0 project, brain tissue 
http://hyphy.org/w/index.php/File:Brain_2.txt 
 
Gene Annotation File 
iGenomes gene annotation for the UCSC hg19 
http://hyphy.org/w/index.php/File:IGenomes_UCSC_hg19,_chr19_gene_annotation.txt 
 
Then from Galaxy, use the Get Data > Upload File option from the Tools section on the left to import 
each file into your Galaxy History. The Adrenal and Brain tissue files are fastq formatted, and the 
gene annotation file is gtf formatted, make sure you select the appropriate file types when importing. 
Also, when importing the iGenome gene annotation file, make sure you select the appropriate 
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Genome “Human Feb. 2009 (GRCh37/hg19) (hg19)”. Once imported into Galaxy, rename the files in 
your history using the pencil icon to Adrenal1.fastq, Adrenal2.fastq, Brain1.fastq, Brain2.fastq and 
iGenomehg19.gtf so you remember what they are. 
  
4) Quality Control of Reads 
 
The first step is to run a quality control check on each read file. To do so, use NGS: QC and 
manipulation > FastQC:Read QC under in the tools section. Use the default options. Once in your 
history, label the output files FastQCAdrenal1.html, FastQCAdrenal2.html, etc., so you remember 
what they are. You can learn more about the FastQC output metrics at 
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/. For this practical, assume a median 
quality score of below 20 to be unusable. 
 
Q1: Is quality score filtering needed for these datasets? If so, which ones? 
 
If necessary, filter the reads based on your answer to Q1 using NGS:QC and manipulation > Filter 
FASTQ in the tools section. (Note: You may need to use the FASTQ Groomer first on the original 
FASTQ files you uploaded so that Filter FASTQ can recognize them. The FASTQ quality score type 
is Sanger & Illumina 1.8+) 
 
Set no minimum or maximum size restrictions, but a minimum quality score of 20. Also use a 
stringent filter by not allowing any reads with bases outside the quality range. Do NOT select the 
paired end data checkbox as although this data is paired end, the reads for each run in the pairs are 
in separate files (Brain1.fastq, Brain2.fastq), not concatenated in one file as is needed for this 
checkbox to be of use in this application. When the job is finished running, rename the resulting files 
FilteredAdrenal1.fastq, FilteredAdrenal2.fastq, etc., so you remember what they are. 
 
Q2: For each file, how many reads are present before and after filtering? 
 
5) Map Processed Reads 
 
The next step is mapping the filtered reads to the genome. The major challenge when mapping RNA-
seq reads is that they come from RNA, and hence, often cross splice junction boundaries. Splice 
junctions are not present in the genome’s sequence, therefore typical NGS mappers such as Bowtie 
and BWA are not ideal without modifying the genome sequence. Instead, it is better to use a mapper 
such as TopHat that is designed specifically to map RNA-seq reads. 
 
Use NGS:RNA-seq > TopHat for Illumina in the tools section to map the filtered RNA-seq reads to 
the hg19 Canonical Female build. Because the reads are paired, you’ll need to set mean inner 
distance between pairs; this is the average distance in base pairs between reads, not the total 
insert/fragment size. Use a mean inner distance of 110 for BodyMap data, and default TopHat 
settings. Review the TopHat documentation (http://tophat.cbcb.umd.edu/manual.html) to understand 
the datasets it produces. Rename the four output files AdrenalTopHatInsertions, 
AdrenalTopHatDeletions, etc. to keep track of what they are. 
 
Q3: How many splice junctions did TopHat find for adrenal and brain? 
 
Q4: In the adrenal sample, how many splice junctions are supported (i.e. spanned by) more than 100 
reads? What about the brain sample? (Hint: The score column in the splice junctions dataset is useful 
for answering this question. TopHat documentation: http://tophat.cbcb.umd.edu/manual.shtml). 
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To view the TopHat output, create a simple Galaxy visualization by selecting Visualization > New 
Track Browser in the top menu bar. Create the visualization using the Human (hg19) build and add 
datasets to your visualization by clicking on the Add Datasets to Visualization button. Chose the 
reference genome “Human Feb. 2009 (GRCh37/hg19) (hg19)”. Add (a) TopHat’s accepted hits BAM 
datasets, which are the mapped reads; (b) TopHat’s splice junctions datasets, which denote the 
junctions found by mapping the reads; and (c) the iGenomes gene annotation you downloaded at the 
beginning of this exercise. 
 
Navigate to chr19 using the select box at the top of visualization and look at the data. Zoom in to view 
the data in greater detail. You can zoom in by (a) double-clicking anywhere on the visualization to 
zoom in on that area, or (b) dragging on the base number area at the top of the visualization to create 
a zoom area; or (c) clicking on the location bar and entering the region with data, 
chr19:3000000:3500000. 
 
You should be able to see: (a) the reads mapped by TopHat, including reads mapped across introns; 
(b) the splice junctions produced by TopHat; and (c) how TopHat’s reads and junctions correspond to 
annotated genes. 
 
Q5: In the adrenal sample, find a gene locus where there are mapped reads that represent a splice 
junction between two known exons. Report the name of the gene, its start and stop location, and the 
number of splice junctions mapped for the gene. 
 
Q6: In the adrenal sample, find an example where a splice junction might be found but is not. Report 
the name of the gene and its start and stop location. 
 
6) Assemble and Analyze Transcripts 
 
After mapping the reads, the next step is to assemble the reads into complete transcripts that can be 
used to analyze differential expression and phenomena such as splicing events and transcriptional 
start sites. 
 
Run NGS:RNA-Seq > Cufflinks on each BAM dataset produced by TopHat using de novo assembly; 
this will assemble the reads into transcripts. Use the default settings (v0.0.7). Review the Cufflinks 
documentation (http://cufflinks.cbcb.umd.edu/manual.html#cufflinks) to understand the datasets it 
produces. 
 
Q7: Look at the assembled transcripts datasets and find an exon that is present in each sample. 
Report its start and stop position. Then, for the entire transcript it belongs to in each sample, report 
the start and stop coordinates, number of exons, and the strand. 
 
Add the Cufflinks assembled transcripts datasets to the visualization you created earlier in order to 
view the transcripts alongside the mapped reads, junctions, and reference genes. 
 
Q8: Find one example in the adrenal sample and one example in the brain sample where Cufflinks 
assembled a complete or almost complete transcript. Report the name of the genes and their start 
and stop locations. 
 
Run NGS:RNA-seq > Cuffmerge on the Cufflinks datasets of assembled transcripts and use the 
UCSC genes annotation as the reference annotation. Use the default settings (v0.0.6). Cuffmerge 
produces a merged transcripts dataset that includes all the transcripts in both datasets. The merged 
set of transcripts are needed in subsequent steps, you can find information about the resulting 
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dataset by reading the Cuffmerge documentation 
(http://cufflinks.cbcb.umd.edu/manual.html#cuffmerge). 
 
Next, run NGS:RNA-seq > Cuffdiff on (a) the merged transcripts produced by Cuffmerge and (b) 
TopHat’s accepted hits datasets for each dataset to perform differential expression analyses on the 
two samples. Use the default settings (v0.0.7). Cuffdiff produces quite a few output datasets; review 
the Cuffdiff documentation (http://cufflinks.cbcb.umd.edu/manual.html#cuffdiff) to get a sense of what 
they do. 
 
Q9: Look at the transcript differential expression testing dataset (second from the top of your history) 
and find a transcript you believe is differentially expressed. Report the gene, locus, and p and q 
values for the differentially expressed transcript. 
 
7) Summary of questions to be answered 
 
Q1: Is quality score filtering needed for these datasets? If so, which ones? 
 
Q2: For each file, how many reads are present before and after filtering? 
 
Q3: How many splice junctions did TopHat find for adrenal and brain? 
 
Q4: In the adrenal sample, how many splice junctions are supported (i.e. spanned by) more than 100 
reads? What about the brain sample? (Hint: The score column in the splice junctions dataset is useful 
for answering this question). 
 
Q5: In the adrenal sample, find a gene locus where there are mapped reads that represent a splice 
junction between two known exons. Report the name of the gene, its start and stop location, and the 
number of splice junctions mapped. 
 
Q6: In the adrenal sample, find an example where a splice junction might be found but is not. Report 
the name of the gene and its start and stop location. 
 
Q7: Look at the assembled transcripts datasets and find an exon that is present in each sample. 
Report its start and stop position. Then, for the entire transcript it belongs to in each sample, report 
the start and stop coordinates, number of exons, and the strand. 
 
Q8: Find one example in the adrenal sample and one example in the brain sample where Cufflinks 
assembled a complete or almost complete transcript. Report the name of the genes and their start 
and stop locations. 
 
Q9: Look at the transcript differential expression testing dataset (second from the top of your history) 
and find a transcript you believe is differentially expressed. Report the gene, locus, and p and q 
values for the differentially expressed transcript. 
 
8) References 
 
1. Trapnell, C, et al., Differential gene and transcript expression analysis of RNA-seq experiments 

with TopHat and Cufflinks. Nature Protocols, 2012. 7, p. 562-78. 


