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TITLE: A mechanistic gene expression study of asthma 
COURSE: MED263, “Bioinformatics Applications to Human Disease” 
INSTRUCTOR: Jason A. Young 
 
1) Introduction 
 
The data we will be analyzing today is from Kicic et al. [1], who used supervised methods (LIMMA) to 
identify genes differentially expressed in airway epithelial cells isolated from nine children with asthma 
and 7 healthy controls.  Gene expression was measured using the Affymetrix Human Genome U133A 
GeneChip and you will reanalyze the data from this study to see if you arrive at the same conclusions 
as the original authors. 
 
You must answer each of the questions in Section 9 (“Summary of questions to be answered”) in 
order to complete this practical.  Whatever you don’t finish in class will constitute your homework 
assignment. 
 
2) Install Bioconductor packages in R 
 
2.1) Create a directory with the name “KICIC” in which you will perform your work. For example on 
OSX to make a directory on your desktop from within the terminal. 
> mkdir /Users/[yourusername]/Desktop/KICIC 
2.2) Start R 
> R 
2.3) Set the your current working directory to “KICIC”.  Note: You can check which directory you are 
currently in with the command “> getwd()”. 
> setwd("/Users/[yourusername]/Desktop/KICIC") 
2.4) Contact Bioconductor.org 
> source("http://bioconductor.org/biocLite.R") 
2.5) Download packages. If asked to whether to update all/some/none?, select all. 
> biocLite("GEOquery") 
> biocLite("affyPLM") 
> biocLite("genefilter") 
> biocLite("limma") 
 
3) Data acquisition 
 
3.1) Load GEOqeury package 
> library(GEOquery) 
3.2) You need the raw data files (.CEL) from Kicic et al. [1].  Navigate to the GEO page for this study 
(http://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE18965).  Scroll to the bottom of this page 
and download the supplementary file “GSE18965_RAW.tar” using the http link.  Save this file to your 
KICIC directory. 
3.3) Untar the tar file “GSE18965_RAW.tar” to produce a zipped CEL file (.CEL.gz) for each sample. 
Ignore any warning messages, unless you get a “returned error code 127.” In this case you will need 
to untar the file by other means. 
> untar("GSE18965_RAW.tar") 
3.4) Unzip the resulting zipped CEL files 
> gzfiles<-list.files(pattern="gz") 
> for(name in gzfiles) 
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gunzip(name, substr(name, 0, nchar(name)-3)) 
3.5) You will need a sample description file in order to perform the analyses below.  This file can be 
constructed from information in the GDS entry (GDS3711) for GSE18965. 
> gds <- getGEO("GDS3711") 
> Columns(gds) 
3.7) Create a sample description file.  Copy and paste the screen output to an excel file 
(“phenoData.xls”) and construct a table following format the below.  You must append “.CEL” to each 
GSM entry in order to construct the complete file name.  Hint: In Excel you can add “.CEL” to the 
contents of a cell using the ampersand ("&") command in a new cell in order to join 2 strings together 
like so: =A1 & ".CEL".  Sort this list of CEL files based on the FileName column.  Recode “healthy 
non-atopic” to 0 and “asthma atopic” to 1.  Export this table from excel as a tab delimited text file 
(“phenoData.txt”) and save it in the “KICIC” directory.  Make sure this file has UNIX and not DOS or 
MAC line breaks.  Make sure the last line of this file is blank. 
 
FileName Condition SampleName 
GSM469508.CEL 0 HN_64 
GSM469509.CEL 1 AA_71 

etc … 
 
4) Quality control of raw data 
 
4.1) Load the packages you will need. 
> library(affyPLM) 
4.2) Read in the experimental descriptor file (“phenoData.txt”) in the variable “pd” 
> pd<-read.AnnotatedDataFrame("phenoData.txt",header=TRUE,row.names=1,as.is=TRUE) 
4.3) Read in the expression data from CEL files into variable “raw” which is an AffyBatch object. 
> raw<-ReadAffy(filenames=sampleNames(pd),phenoData=pd, sampleNames=pd$SampleName) 

4.4) Open an empty pdf file.   
> pdf("raw_plots.pdf") 
4.5) Write the following plots to the pdf file. 
4.5a) Visualize a single CEL file of your choice, i.e. replace the number “1” below with any number 1 
through 16. 
> image(raw[,1]) 
4.5b) Plot boxplot of expression values.  
> boxplot(raw) 
4.5c) Plot histogram of expression values. 
> hist(raw) 
4.6) Close the pdf file.  “raw_plots.pdf” will now be saved in your directory “KICIC”. 
> dev.off() 
4.7) Q1: Are any arrays in the boxplot of raw data obvious outliers? Q2: Are there any arrays in the 
histogram of raw data with a bimodal distribution? 
 
5) Normalization 
 
5.1) Normalize the raw data using GCRMA. This creates a simple ExpressionSet “norm”.  
> norm<-gcrma(raw) 
5.2) Check the dimensions of the resulting matrix “norm”.   
> dim(norm) 
5.3) Q3: How many probe features and samples are described in the matrix “norm”? 
 
6) Quality control of normalized data 
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6.1) Plot boxplots, histograms and MA plots for the normalized data. Open a pdf file, write plots to the 
file and then close the file. 
> pdf("norm_plots.pdf") 
> boxplot(norm) 
> hist(norm) 
> MAplot(norm, cex = 0.75) 
> dev.off() 
6.2) Q4: How does the boxplot and histogram of the normalized data compare to these plots for the 
raw data?  Q5: Do any of the MA plots have an oscillating loess line?  Q6: Do any of the MA plots 
have an IQR much larger than the MA plots for other samples? 
6.3) Perform unsupervised clustering (Class Discovery) to cluster samples based on the expression 
of genes in the samples.  Class Discovery can reveal whether samples are clustering by batch.  
Unfortunately we do not have the batch information for this data.  Distance measures must be 
calculated between the expression levels of each gene for each sample.  Use the Pearson correlation 
metric to calculate distances.  
> distances<-as.dist(1-cor(exprs(norm), method="pearson")) 
6.4) Cluster samples based on these distances using average linkage clustering. 
> clustering<-hclust(distances, method="average") 
6.5) Open a pdf file, write plots to the file and then close the file.  
> pdf("clustergram_n22283.pdf") 
> plot(clustering, hang=-1,ann=T,cex=0.75,main="Pearson, average linkage, 
22283 genes") 
> dev.off() 
6.6) However, we have clustered samples using the expression of all genes, even those that were not 
expressed in any samples.  Therefore, filtering should be performed to remove such genes.  You will 
use the “genefilter” library to do this with the function “kOverA” which ensures that a set number of 
samples (i.e. 1) are expressed above a certain level (i.e. 100). 
> library(genefilter) 
> ff <- kOverA(1, log2(100)) 
> ffselection <- genefilter(norm, ff) 
> normff <- norm[ffselection, ] 
6.7) Q7: How many genes pass through the filter “ff <- kOverA(1, log2(100))”? 
> dim(normff) 
6.8) Perform unsupervised clustering for this filtered gene set.   
> distances<-as.dist(1-cor(exprs(normff), method="pearson")) 
> clustering<-hclust(distances, method="average") 
6.9) Open a pdf file, write plots to the file and then close the file.  
> pdf("clustergram_n2881.pdf") 
> plot(clustering, hang=-1,ann=T,cex=0.75,main="Pearson, average linkage, 
2881 genes") 
> dev.off() 
6.10) Q8: What is the difference between the filtered and unfiltered clustergram? Q9: Do samples 
cluster perfectly by sample type (asthma atopic vs. healthy normal)?  Q10: Which sample(s) appear 
to be outliers in the filtered clustergram? 
 
7) Identify differentially expressed genes using LIMMA 
 
7.1) Identify differentially expressed genes between asthma atopic (Class 1) and healthy non-atopic 
(Class 0) samples using methods of class comparison in LIMMA.  In contrast to class discovery 
above, which was an unsupervised method, class comparison is a supervised method (i.e. you label 
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the samples).  LIMMA uses linear models to identify differentially expressed genes and is stable for 
even small numbers of arrays.  For more information see the LIMMA user guide 
(http://www.bioconductor.org/packages/2.5/bioc/html/limma.html). 
> library(limma) 
7.2) Set up a design matrix so that limma knows the class of each sample 
> design <- model.matrix(~factor(pd$Condition)) 
7.3) Fit the linear model to the filtered expression data. Q11: Why is it important to filter the gene 
expression before trying to identify differentially expressed genes? 
> fit <- lmFit(normff, design) 
7.4) Use an empirical Bayes approach to shrink the estimated sample variances towards a pooled 
estimate, resulting in far more stable inference when the number of arrays is small. 
> ebayes <- eBayes(fit) 
7.5) Take a look at the 10 genes with the highest FDR corrected p-value using the topTable function. 
Q12: Why do we need to correct for the false discovery rate? 
> topTable(ebayes, number=10, coef="factor(pd$Condition)1", 
adjust.method="BH") 
7.6)  Save topTable information for all 2881 genes in the filtered expression data (normff) to a comma 
separated file (.csv). 
> write.table(topTable(ebayes, number=2881, coef="factor(pd$Condition)1", 
adjust.method="BH"), file="toptable_n2881.csv", sep=",") 
7.7) Open this file in excel.  NOTE: The column labels have been transposed and each need to be 
shifted one column to the right.  Q13: How many rows of data, excluding the header, are in the 
“toptable_n2881.csv” file?  In Kicic et al. [1] an FDR cut off of 0.25 was used.  Q14: How many 
genes do you have with an FDR p-value cut off below 0.25 and how does this compare to the number 
of differentially expressed genes (N=1,612) identified by Kicic et al. [1]? Make sure you are sorting the 
right column, i.e. the one labeled adjusted p-values. Q15: How else could you filter this list of 
differentially expressed genes? 
7.8) Save the information from topTable for the genes with an FDR corrected p-value below 0.25 in a 
separate spreadsheet in the same excel workbook.  Kicic et al. [1] identified fibronectin (FN1) as the 
only extracellular matrix associated gene that was down-regulated with an FDR corrected p-value 
below 0.25.  Q16: Is FN1 in your list of differentially expressed genes with an FDR corrected p-value 
below 0.25 (Hint: you can use GeneAnnot [http://genecards.weizmann.ac.il/geneannot/index.shtml] to 
search for a gene and the Affymetrix probe id associated with that gene)?  Q17: Which gene with an 
FDR p-value less than 0.25 is the most downregulated? 
 
8) Use a heatmap to visualize gene expression 
 
8.1) Now you are going to visualize the expression of the differentially expressed genes in a heatmap. 
Write the genes with a p-value cut-off below 0.25 to a variable (tab) in order to draw a heatmap, 
which will also cluster samples based on the expression of genes in those samples, and cluster 
genes based on their expression across samples. 
> tab <- topTable(ebayes, number=242, coef="factor(pd$Condition)1", 
adjust.method="BH") 
8.2) Save the row numbers for the 242 genes in topTable in a variable rows, which you will use to 
retrieve the gene expression data from the data matrix. 
> rows <- 1:nrow(tab)  
8.3) Sort these row numbers numerically 
> sortR<-sort(rows) 
8.4) Use these row numbers to pull out the expression data for the 242 genes from the expression 
matrix “normff” and save this in the variable “subset”.  Q18: How many features and samples are in 
the subsetted matrix that you will use to draw a heatmap? 
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> subset<-normff[sortR,] 
8.5) Use the variable hcol to store colors for gene expression levels 
> hcol<-colorRampPalette(c("Red","Green"))(32) 
8.6) Use the variable scol to store colors for the sample legend 
> scol<-ifelse(pd$Condition==0, "goldenrod","skyblue") 
8.7) Draw heatmap and save it to a pdf.  Q19: Does the expression of genes with a FDR below 0.25 
completely separate samples into asthma atopic and healthy non-atopic? Q20: How does your 
heatmap compare to the heatmap in Kicic et al. (2010). 
> pdf("heatmap.pdf") 
> heatmap(exprs(subset), col=hcol, ColSideColors=scol, 
xlab="Samples",ylab="Genes", cexRow=0.2,cexCol=0.6) 
> dev.off() 
 
9) Summary of questions to be answered 
 
Q1. Are any arrays in the boxplot of raw data obvious outliers? 
 
Q2. Are there any arrays in the histogram of raw data with a bimodal distribution? 
 
Q3: How many probe features and samples are described in the matrix “norm”? 
 
Q4: How does the boxplot and histogram of the normalized data compare to these plots for the raw 
data? 
 
Q5: Do any of the MA plots have an oscillating loess line? 
 
Q6: Do any of the MA plots have an IQR much larger than the MA plots for other samples? 
 
Q7: How many genes pass through the filter “ff <- pOverA(0.25, log2(100))”? 
 
Q8: What is the difference between the filtered and unfiltered clustergram? 
 
Q9: Do samples cluster perfectly by sample type (asthma atopic vs. healthy normal)?   
 
Q10: Which sample(s) appear to be outliers in the filtered clustergram? 
 
Q11: Why is it important to filter the gene expression before trying to identify differentially expressed 
genes? 
 
Q12: Why do we need to correct for the false discovery rate? 
 
Q13: How many rows of data, excluding the header, are in the toptable file? 
 
Q14: How many genes to you have with an FDR p-value cut off below 0.25 and how does this 
compare to the number (N=1,612) of differentially expressed genes identified by Kicic et al. (2010)?  
 
Q15: How else could you filter this list of differentially expressed genes? 
 
Q16: Is FN1 in your list of differentially expressed genes with an FDR corrected p-value below 0.25 
(Hint: You can use GeneCards to identify the affymetrix probe ids associated with FN1 on the 
affymetrix U133A platform and search for these in your list?  
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Q17: Which gene with an FDR p-value less than 0.25 is the most downregulated? 
 
Q18: How many features and samples are in the subsetted matrix that you will use to draw a 
heatmap? 
 
Q19: Does the expression of genes with a FDR below 0.25 completely separate samples into asthma 
atopic and healthy non-atopic? 
 
Q20: How does your heatmap compare to the heatmap in Kicic et al. (2010)? 
	  
10) References 
 
1. Kicic, A, et al., Decreased fibronectin production significantly contributes to dysregulated repair of 

asthmatic epithelium. Am J Respir Crit Care Med, 2010. 181(9): p. 889-98. 
 
 


